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ABSTRACT 

We present GyroWand, a raycasting technique for 3D interactions 

in self-contained augmented reality (AR) head-mounted displays. 

Unlike traditional raycasting which requires absolute spatial and 

rotational tracking of a user's hand or controller to direct the ray, 

GyroWand relies on the relative rotation values captured by an 

inertial measurement unit (IMU) on a handheld controller. These 

values cannot be directly mapped to the ray direction due to the 

phenomenon of sensor drift and the mismatch between the 

orientations of the physical controller and the virtual content. To 

address these challenges GyroWand 1) interprets the relative 

rotational values using a state machine which includes an anchor, 

an active, an out-of-sight and a disambiguation state; 2) handles 

drift by resetting the default rotation when the user moves between 

the anchor and active states; 3) does not initiate raycasting from the 

user’s hand, but rather from other spatial coordinates (e.g. chin, 

shoulder, or chest); and 4) provides three new disambiguation 

mechanisms: Lock&Twist, Lock&Drag, and AutoTwist.  

In a series of controlled user studies we evaluated the performance 

and convenience of different GyroWand design parameters. Results 

show that a ray originating from the user’s chin facilitates selection. 

Results also show that Lock&Twist is faster and more accurate than 

other disambiguation mechanisms. We conclude with a summary 

of the lessons learned for the adoption of raycasting in mobile 

augmented reality head-mounted displays.  

Categories and Subject Descriptors 

• Human-Computer Interaction ~ Interaction Techniques 

• Computer Graphics ~ Mixed/augmented Reality. 

Keywords 
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1. INTRODUCTION 
Optical head-mounted displays (HMDs) enable augmented reality 

(AR) applications by blending virtual objects with the real world.  

Devices like EPSON’s Moverio [7], Sony’s SmartEyeglasses [26], 

and META’s SpaceGlassess [14] are commercially-available 

HMDs that support these novel AR experiences in a mobile form-

factor and at a fraction of the cost of earlier solutions. At the core 

of this new generation of devices are low-cost tracking technolo-

gies that allow HMDs to interpret users’ motion in the real world 

in relation to the virtual content for the purpose of navigation and 

interaction. Whereas previous AR devices required external and 

expensive equipment to track the users’ motion, newer devices use 

techniques such as marker-based tracking [19], SLAM [30], and 

IMU-based dead-reckoning [18][32]. These tracking technologies 

enable AR applications to take place outside the research lab, in 

mobile settings without the need of fixed tracking infrastructure, 

and at an affordable price. 

However, the advantages of pervasive tracking come at the cost of 

limiting interaction possibilities. Off-the-shelf devices often still 

depend on peripherals such as keyboard and mouse for user input 

(yet again reducing mobility) or hand-held touchpad controllers: 

input mechanisms that were created for other settings and 

conditions of use. Hand-gestures and other natural user interfaces 

(NUI) offer a compelling alternatives to peripherals, yet are limited 

to interacting with content relatively close to the user (direct 

manipulation) and are prone to tracking errors and arm fatigue [10]. 

Raycasting, an interaction technique widely explored in traditional 

virtual reality (VR), is another alternative available for AR [1]. 

Extensive research has explored the benefits of raycasting over 

other interaction techniques and there exist multiple design options 

to improve its performance [3]. Raycasting generally requires 

absolute tracking of the user’s hand or of a hand-held controller 

(known as a wand), but the limited tracking capabilities of novel 

AR devices make it difficult to track this controller. Even when the 

HMD is equipped with cameras to track the environment or hand 

gestures, a hand-held controller is still normally outside the field-

of-view (FoV) of the camera, for comfortable use. Our goal is to 

explore how to bring raycasting to AR HMDs, even when the 

controller lies outside the HMD camera’s FoV. 

Our approach to this research is to devise a way to reduce the 

tracking requirement from both the wand’s exact position and 
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Figure 1. GyroWand enables raycasting in HMDs. In this 

example, the ray origin is the user’s chin. The ray direction is 

controlled using the IMU on the hand-held controller. 
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rotation to simply its rotation. The wrist is highly dexterous [24], 

and with sensors readily available with HMDs ([7][26]), we 

consider how best to design a raycasting interface. In principle, the 

IMU rotation cannot be used directly to determine the direction of 

the ray due to intrinsic problems such as magnetic interference and 

sensor drift. Moreover, the user’s movement in space creates a 

situation in which the display contents and ray direction are often 

not aligned with the HMD’s FoV.  

To address these challenges, and the central contribution of this 

paper, we introduce a raycasting technique called GyroWand (see 

Figure 1). GyroWand enables raycasting in AR HMDs using IMU 

rotational data from a handheld controller. GyroWand introduces 

four fundamental design differences from traditional raycasting: 

 GyroWand interprets IMU rotational data using a state 

machine which includes an anchor state, an active state, an 

out-of-sight state, and a disambiguation state (see Section 4); 

 GyroWand compensates for drift/interference by taking the 

orientation of the hand-held controller as the initial rotation 

(zero) when moving from the anchor to the active state. 

 GyroWand does not initiate raycasting from the user’s hand, 

but rather from any spatial coordinate (e.g. chin, shoulder); 

 GyroWand provides three novel disambiguation methods: 

Lock&Drag, Lock&Twist and AutoTwist. 

Our second contribution is an experimental exploration of how best 

to design GyroWand for 3D content selection. We present results 

of two controlled user studies revealing the most suitable design 

parameters: the origin of the virtual ray and the disambiguation 

mechanism. Our final contribution is a discussion of the lessons 

learned for the adoption of raycasting in AR HMDs. 

2. RAYCASTING IN 3D INTERFACES 
Raycasting has a long tradition in 3D user interfaces for virtual 

reality applications [1][3][22]. In raycasting, a virtual ray is casted 

from a point of origin along a given direction in the virtual 

environment. When a trigger event is issued by, for example, 

pressing a button on a hand-held controller, the system selects one 

of the virtual objects crossed by the ray – typically the object closest 

to the ray. Benefits of raycasting include having a precise pointer, 

jitter control and being a natural metaphor for distant pointing. 

However, raycasting also presents limitations such as poor control 

for object manipulation (translation, rotation) and the need to 

disambiguate among possible targets in depth when working in 

dense 3D environments. Despite these limitations, experimental 

results show that raycasting outperforms other 3D interaction 

techniques in selection tasks [3].  

Raycasting implementations vary in various aspects including how 

the ray is controlled, the ray shape, and the method to disambiguate 

among possible targets. Controlling the ray requires a point of 

origin and a direction. These two values can be provided by 

tracking the position and orientation of a controller or wand 

[9][17][22], the bare user hands [4][14], the head [28], or a mix of 

hands and head [23]. For example, in Occlusion Selection the ray 

starts from the head and goes through the user’s hand before hitting 

the target [23]. Another proposal is to use both hands to control the 

ray which adds the capacity to bend the ray by rotating the 

dominant hand [22]. Nonetheless, the most common approach 

relies on tracking a hand-held controller which can also help trigger 

selection events. 

Another important variation is the shape of the ray: it can be an 

actual line in 3D space [1], or it can have an aperture angle 

providing a cone [8]. Using a cone improves the selection of 

smaller targets and compensates for hand trembling and jitter, while 

increasing the need to disambiguate between possible targets. 

Finally, another variation between raycasting implementations is 

the disambiguation mechanism, to distinguish which object on the 

ray’s depth is of interest. When no disambiguation mechanism is 

offered, the system selects the object on the ray’s path which is 

closest to the ray origin. This approach can be frustrating when the 

desired object is not the first one the ray crosses. Argelaguet and 

Andujar [1] classify disambiguation mechanisms in three types: 

manual, heuristic and behavioral. Manual disambiguation allows 

the user to perform a secondary selection between the initial set of 

highlighted objects, laying out the objects differently, such as with 

a linear or a flower menu [9], or by allowing the user to press a 

button on the controller to iterate among the selectable objects [27]. 

Another alternative is to use a 3D cursor along the ray: the object 

closest to the cursor is selected [9]. Heuristic disambiguation uses 

a predefined algorithm to “guess” the target the user wants to select. 

A common approach is to select the object closest to the ray or to 

the central axis of the cone. A more elaborate approach uses 

probabilistic models to determine the selection target. Finally, 

behavioral disambiguation takes into account the user’s actions in 

a given time window to rank objects before the selection event is 

triggered [5][27][21]. Ranks can take into account distance-to-cone 

axis, the time the object has been inside the cone, the number of 

visible pixels, etc. 

In this paper we explore similar aspects of control, shape and 

disambiguation for AR HMDs. Particularly, we use IMU-data to 

control the ray when the location and orientation of the controller 

are unknown. We also propose a cone of adjustable aperture as the 

ray shape. Finally, we investigate different disambiguation 

mechanisms that rely solely on rotational data.  

Control, shape and disambiguation are three important aspects of a 

raycasting solution, although not the only ones. A more detailed 

account of the design and evaluation of selection techniques for 3D 

environments, and the design space of raycasting techniques in 

particular, can be found in [1]. 

3. THE NEED FOR IMU-DATA 
Optical head-mounted displays for augmented reality require three 

key components: a computing unit, an optical element capable of 

showing digital content alongside the real-world, and a set of image 

and movement sensors. Such sensors have been the focus of 

considerable research aimed at providing spatial tracking without 

relying on external infrastructure. Research efforts include 

computer vision (CV) techniques like camera-based feature 

extraction and matching now available in commercial SDKs such 

as Metaio [15] or Vuforia for Smart EyeWear [31]; simultaneous 

location and mapping (SLAM) using depth sensors [25] and 

traditional low-end RGB cameras [30]; and dead-reckoning based 

on improved IMU data processing algorithms [32].  

The main purpose of these approaches is the accurate positioning 

of the HMD in relation to the virtual world. Therefore, they provide 

limited support for the tracking of objects out of range for the HMD 

sensors (i.e. camera). Objects need to be within the field of view of 

the camera. This way, users need to position their hands or objects 

within the camera FoV by either raising them in front of the HMD 

or by looking downwards towards the object. Not only are these 

adjustments physically demanding (raising the hands [10]) and 

unconformable (looking down), but they also interfere with the 

user’s task. Such limited tracking also impacts the way in which 

raycasting can be realized in AR HMDs, particularly its control 
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mechanisms: only raycasting from the head [28] and from the head 

through the hand [23] seem to be available. 

In our research we aim to leverage sensors not located on the head 

piece for interacting with content. For example, the EPSON 

Moverio BT-200 is made of an optical HMD and a hand-held 

controller [7]. The controller contains the computing unit and a 

touchpad for interacting with the HMD applications. The controller 

also provides a 9-axis IMU which can capture the controller 

orientation. Our approach is to leverage this rotational data for 

controlling the direction of the ray. For other HMDs without a 

hand-held controller (such as the announced Microsoft HoloLens 

[16]), we imagine using external objects to capture rotational data 

such as Bluetooth connected wands, rings or even smartphones.  

3.1 Challenges associated with IMU data 
Despite the convenience of using an available hand-controller, the 

rotational data gathered from IMUs has several known problems: 

noise, sensor drift and magnetic interference, and axis mapping.  

Noise relates to the quality of the measurement. A noisy sensor can 

exaggerate the amount of rotation or report rotational movement 

where there was none. Noise handling is important because 

raycasting derives its naturalness from being an isomorphic 

interaction technique, i.e. there is a one-to-one mapping between 

movement of the controller and the virtual ray. Traditional noise 

reduction strategies such as thresholding or a control-display (CD) 

ratio are inconvenient because they compromise isomorphism. The 

ultimate solution to the noise problem is higher quality IMU 

electronics. For raycasting, noise means that the direction of the ray 

will present jitter or trembling even if there is none.  

Sensor drift is a related problem where the sensor might report a 

slow yet continuous change in rotation where there is none. Newer 

IMU sensors appear to successfully handle drift: the direction of 

gravity can be used to cancel out drift in the X and Z axis, while the 

compass can stabilize drift along the Y axis. Nonetheless, both 

strategies fail when the amount of movement is beyond or below 

the sensors’ tolerance or when there is magnetic interference that 

affects the compass. Better tracking algorithms are able to reduce 

drift [13][32] but not eliminate drift. For raycasting, drift means 

that the same controller orientation results in different ray 

directions as drift accumulates. 

Finally, the relation between the coordinate systems of the virtual 

content and that of the controller’s IMU changes as the user 

interacts with the application or moves in the real world. For 

example, if the HMD application uses view-centric content 

(content that is always visible regardless of the head orientation) 

and the user rotates his general orientation 90 degrees on y, the 

resulting virtual ray moves also 90 degrees in relation to the virtual 

content, that is, out of view for the user. Similar mismatches occur 

when the user turns around to continue interacting with the virtual 

counterpart of a physically moving object. In both cases, the user 

has to accommodate the orientation of the controller in relation to 

the real world, instead of in relation to the virtual world. In the first 

example, after rotating the body 90 degrees, the user would have to 

maintain the controller in the same orientation in the real world as 

before rotating his body. This mismatch in coordinate systems leads 

to an unnatural mapping between the movements of the controller 

and the ray, which is one of the strengths of raycasting.  

In summary a raycasting solution using rotational data as provided 

by an external IMU should address the following requirements: 

R1 – Provide mechanisms to compensate for noise-induced jitter. 

R2 – Assume an interaction model acknowledging the continuous 

effect of sensor drift in the direction of the ray. 

R3 – Recognize the changing relation between the coordinate 

systems of the handheld controller and the virtual content. 

 

Also, from the existing raycasting literature we know that a 

raycasting solutions should: 

 

R4 – Provide an alternative origin for the virtual ray given that the 

actual controller position cannot be tracked.  

R5 – Propose disambiguation techniques that leverage the degrees 

of freedom available to the controller.  

Section 4 presents the design of GyroWand, focusing on R1-3. To 

address R4 we explored various regions for originating the virtual 

ray which we present in Section 5. For R5 we created and evaluated 

three novel disambiguation mechanisms presented in Section 6. 

4. GyroWand – IMU-BASED RAYCASTING 
GyroWand is a raycasting technique for self-contained AR HMDs. 

By self-contained, we refer to the lack of external tracking of the 

head piece, hand or objects. GyroWand directs a ray originated at a 

predefined location in virtual space (see Section 4) using rotational 

data acquired from an IMU in the user’s hand. 

4.1 Dynamic Apex 
To address R1, the effect of noise on jitter and selection accuracy, 

GyroWand uses a dual approach. First, we filter the data with a 

moving window from the last five data points. We do so to reduce 

jitter while maintaining isomorphism between the movements of 

the controller and the ray. Second, we use a cone shape with a 2 

degrees aperture apex (as used in [9]). Moreover, users can 

decrease the aperture apex to 0 degrees by twisting the controller 

45 degrees inwards (pronation). Similarly, users can increase the 

aperture apex to 6 degrees by twisting the controller 45 degrees 

outwards (supination). Figure 2 shows the effect of GyroWand’s 

dynamic apex on the apex diameter at 1 meter away from the origin. 

A dynamic apex leverages best-practices (2 degrees default) while 

allowing users to control the apex according to the level of noise 

produced at a given moment. It is important to note that, regardless 

of the apex value, the system renders the ray as a single line. 

 

There are other alternatives to the manual control of the aperture 

apex. For example, the system could monitor the noise level and 

automatically adjust the apex to the noise, providing a wider apex 

when the noise level is high and a narrow one when the noise level 

is low. Another alternative would increase the apex aperture 

according to the phase of the selection task. In the ballistic phase, 

when the user is moving from one target to another with large 

movements and thus generating more noise, the apex can be wider. 

In the corrective phase, when the user is refining the selection with 

small movements and therefore generating less noise, the apex can 

be narrower. 

Figure 2. Pronation and supination control the apex aperture. 
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4.2 A State-Machine for Raycasting 
GyroWand addresses R2 (drift) and R3 (coordinate mapping) using 

the state machine presented in Figure 3. GyroWand is always in one 

of four states: Anchor, Active, Out-of-Sight, or Disambiguating. 

GyroWand transitions between states manually by rotating or 

touching the controller, or automatically via timeouts. The initial 

state is Anchor, and it is set during the initialization process. In the 

anchor state GyroWand points its ray to a pre-defined coordinate in 

space relative to the HMD called the anchor point. When users 

move or rotate their heads in virtual space the anchor point remains 

at the same position relative to the HMD and therefore the ray, 

which points to the anchor point, seems static to the user. Rotational 

data has no effect on the ray direction. The ray is presented in a 

dark red color, indicating to the user that it is in the anchor state and 

therefore disabled for interaction.  

Tapping on the controller’s touchpad activates the GyroWand, 

transitioning from the Anchor state to the Active state. During this 

transition, the GyroWand captures the orientation of the controller 

and uses it as the initial or baseline rotation; i.e., the rotation at 

which the active ray points at the anchoring point. All rotational 

movement of the controller is now applied to the ray direction. The 

GyroWand notifies all the virtual objects it crosses. A quick tap 

event (< 150ms) selects the hovered object closest to the ray.  

Users can transition back from the active to the anchor state in two 

ways: a rotation timeout or a TwistUp gesture. The rotation 

timeout, currently set at 5 seconds, transitions the state back to 

anchor when the total rotation on all axes is smaller than a given 

threshold. This timeout serves as an implicit interaction to disable 

the ray when the user places the controller on a surface (e.g. a table) 

in order to work with real world objects. The user can also issue a 

TwistUp gesture (akin to pulling a fishing rod) which is 

implemented as a rotation on the x axis for more than 45 degrees in 

less than 150 milliseconds.  

In the presence of drift (R2) the ray slowly changes direction even 

as the physical controller is still, leading eventually to the ray 

leaving the display area. Naturally, a user compensates drift by 

rotating the controller in the opposite direction. However, when 

drift is large, users can reset the initial rotation by moving back into 

the anchor state (TwistUp gestures) and back again into the active 

state (tapping the touchpad).  Similarly, moving between the anchor 

and active states, thus setting the hand-held controller initial or 

baseline rotation, helps users to manually deal with conflicting 

coordinate systems (R3). If the user is moving around while the 

GyroWand is active, he can reset the baseline rotation by going 

back into anchor state and back again to active.  

The GyroWand’s ray can at times be out of the user’s sight, that is, 

outside the small FoV of the HMD. For example, the EPSON 

Moverio BT-200 has a diagonal FoV of 23 degrees (~11.2 degrees 

vertical). Accumulated drift or user movement in the real world 

could end up with an out-of-sight ray. User interactions with the 

hand-held controller or an accommodation of the hand to reduce 

fatigue can also lead the controller to an orientation that takes the 

ray of out sight. A ray out of the user’s FoV can be challenging to 

recover because the user has no indication of how the hand-held 

controller must be rotated to bring the ray back into view. 

GyroWand enters into the Out-of-Sight state automatically when it 

judges the ray is out of the HMD’s FoV. In the Out-of-Sight state 

touch input is ignored to avoid triggering selection events on virtual 

objects out of the user’s view. The user can bring the GyroWand 

back into active state rotating the controller until the ray is back 

into view. The user can also issue a TwistUp gesture to anchor the 

ray, and then go back to active state. If the user does not correct the 

ray direction and no TwistUp gesture is issued within a given 

timeout (currently 5 seconds), GyroWand transitions into the 

anchor state automatically. This transition is aimed at reducing the 

time a user spends “looking” for the ray. 

The Disambiguation state is where users refine the actual target 

they want to select in depth. The GyroWand goes into the 

Disambiguation state only when a tap is started from the active state 

and the ray crosses more than one virtual object. Taps in the anchor 

and out-of-sight states are ignored. In the Disambiguation state the 

ray is locked on the position and orientation where the tap was 

initiated. The default selection target changes from the object 

closest to the ray to the one closest to the origin. The user can then 

use any disambiguation method to iterate over the highlighted 

objects and specify a new selection target. Disambiguation ends 

when the user releases the finger from the touchpad, issuing the 

selection event on the current selection target and returning to the 

active state. Section 6 presents three disambiguation mechanisms 

which the user controls while in the Disambiguation state. 

5. ON-BODY RAYCAST ORIGIN  
Given that GyroWand uses only rotational data, it does not know 

the spatial location of the controller in the real-world. Therefore, 

we must determine a suitable body location for the origin of the ray. 

Our initial idea was to use the eyes’ center as the origin.  However 

the visual representation of such a ray is confusing at best: the ray 

is shown too close to the users’ eyes resulting in poor 3D visual 

effect (often visible in one eye only), occupies considerable display 

real estate, and causes eye strain. Therefore we chose to explore 

different body locations (see Figure 4) inspired partly by our 

observations of the way in which people hold and carry the HMD 

controller, and by our own design assumptions. 

The first ray origin is Middle Side (MS) and is located at (15,-40, 

20), that is 15 cm to the user’s dominant side, 40 cm below the 

virtual camera and 20 cm in front of the user. We chose this location 

because it most closely resembles a user’s hand position when 

holding the HMD controller while standing. The second ray origin 

is the Chest (CT) and is located at (0, -30, 10). The Chest captures 

the hand position of users who hold the HMD controller in front of 

their chest, similar to the way smartphones are held when typing. 

The third ray origin is the Shoulder (SH) and is located at (15, -20, 

0). We selected the shoulder to compensate for differences in the 

physical dimensions, mainly height, between users. The final ray 

origin is the Chin (CN) and is located at (0, -12, 0). We study the 

chin because the effect of the distance to target on the ray direction 

is less severe than that of other locations. For example, when 

content is very close to the eyes, the controller would have to be 

Figure 3. The state machine for IMU-based raycasting has four 

states: anchor, active, out-of-sight, and disambiguating. The 

transition from Anchor to Active sets the current controllers 

orientation as the baseline for the GyroWand movement. 
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held almost vertical when coming from the chest, and almost lateral 

when coming from the shoulder. These orientations cause a 

mismatch between the hand movement and the capacity to acquire 

a target. A ray coming from the chin would almost always move 

forward and within the HMD FoV. Nonetheless, these differences 

minimize rapidly as the distance to the target increases.  

 

5.1 Experiment 1: Raycast Origin 
In this experiment we investigated user efficiency and physical 

exertion for the different ray origins in 3D selection tasks in 

different reference frames. We compared the virtual origins to the 

origin of traditional raycasting (i.e. the actual controller location). 

Apparatus – Head registration was provided with an external 

optical tracking system OptiTrack with 4 cameras covering a cube 

of dimensions 1 (wide) x 1 (depth) x 2 (height) meters. The middle 

of the cube is located at 1 meter height from the floor. The system 

tracked the location and orientation of the smart glasses at 60 FPS 

and transmitted the data to the smart glasses via UDP over WiFi at 

a 40 FPS (a 30% reduction due to networking overhead). The 

participants stood in the center of the tracking cube. For the smart 

glasses we used the EPSON Moverio BT-200 with a 23 degree 

diagonal FoV, a 960x540 pixel display resolution, and a focal depth 

of 5 meters. We created stereoscopic 3D graphics using the side-

by-side approach at 50 FPS. Touch input was received through the 

touchpad of the Moverio BT-200.  

Subjects – 15 participants (5 female) volunteered, ages 18-33 (mean 

26), all right handed. Four participants had previous experience 

with head-mounted displays, three had experience with virtual 

reality, and none of them had experience with raycasting. 

Task – For each session participants had to sequentially select 16 

targets in a circular layout on the same plane. The system shows all 

targets in grey, and the target currently crossed by the ray in light 

green. The next selection target is shown in red. When the selection 

target is crossed by the ray its color changes to a brighter red. 

Selection was triggered upon releasing the finger from the touch 

pad. Upon selection the system shows the target in magenta, and 

highlights in red the object in front of the current one as the new 

target. A line colored red-to-blue also indicates the location of the 

new target, guiding the participant. This is an important 

consideration for situations when the new selection target is located 

out of the field-of-view (see Figure 1). The session ended when the 

participant selected all 16 targets. A selection error was marked 

when selection was triggered on another object or the void. 

Design – Independent variables were ray origin and reference 

frame. We used a 5x3 within-subject design to compare user perfor-

mance. We considered the four ray origins (Chin, Chest, Shoulder 

and Middle Side) and the real controller location as baseline 

(tracked with an optical tracker). We located 3D content at the same 

distance from the HMD (50 centimeters away) but on different 

reference frames. We are interested in the effects of reference frame 

rather than distance for two reasons. First, it can be safely assumed 

that as the distance increases the impact of the origin is negligible 

because their differences are less than the distance to the target. On 

the other hand, when objects are close to the user, the origin of the 

ray can greatly impact the rotational movement needed to reach a 

target. Second, for content close to the user the reference frame 

makes a difference as content reacts differently to user movement. 

We evaluated three reference frames: view, body and world [6]. 

With the View reference frame content remains fixed in the field-

of-view regardless of any head movement. On the Body reference 

frame content is always at the same location in relation to the body. 

For example, content positioned on the right of the body will 

always be visible when the user turns his head to the right, but not 

when he looks forward. Finally, content on a world reference frame 

remains fixed in space irrespective of the user location or gaze 

direction; we located the targets at the center of the tracking cube 

and 1.5 meters high, participants stood 50 cm away. Targets appear-

ed at approximately the same pixel size in all reference frames. 

Random variables were target size and target distance (diameter of 

the circle). We considered target sizes of 1 and 2 centimeters of 

diameter. We considered target distances of 7 and 9 centimeters. 

We chose these seemingly small dimensions because of their large 

size in the HMD – particularly for the view reference frame in 

which all targets must fit within the display (see Figure 5). 

Participants were asked to hold the Moverio BT-200 controller in 

their dominant hand. All rotational information was calculated 

using the internal IMU of the Moverio BT-200 controller. For the 

real controller location and orientation (controller condition), we 

Figure 4. We explored four possible virtual positions for the 

GyroWand’s ray origin: chin, chest, shoulder, and middle 

side. External represents the actual controller location 

measured with an optical tracker and used as baseline. 

Figure 5. Targets of 1cm width and 9cm separation.  

Top: Targets are located 50 cm in front of the HMD.  

Bottom: Stereoscopic rendering of the user view.  
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used optical tracking, so that it could be accurately attached to the 

user hand. At the start of each condition, the experimenter asked 

the participant to hold the controller in an initial and comfortable 

position; this position was set as the rotation baseline (the ray was 

horizontal and forward from the active source). 

The experimenters demonstrated the task and participants were 

allowed to train for 10 minutes. A minimum of 20 selections with 

each ray location were required to complete the training session. 

The trials were counter-balanced using a latin-square design on the 

15 conditions. Target size and distance appeared in random order. 

With a total of 5x3 = 15 conditions per participant and 16x2x2 = 64 

selections per condition, we registered 15x64 = 960 selections per 

participant or 14400 selections in total. All participants completed 

the experiment in one session lasting approximately 60 minutes.  

Measures – For each trial we recorded task completion time and 

selection errors. For each condition we collected Borg RPE ratings 

of physical effort.  

5.2 Results 
We removed outliers after 3 standard deviations of completion 

time. Figure 6 presents the results we analyzed using analysis of 

variance (ANOVA) and post-hoc tests with Bonferroni corrections.  

Completion time – Results showed a main effect for origin (F4,56 = 

5.080, p = 0.001, η2
partial = 0.266) and reference frame (F2,28 = 5.448, 

p = 0.01, η2
partial = 0.280). There were no significant interaction 

effects for origin × reference frame (p = 0.385).  Post-hoc tests 

showed significant differences between all origins (p < 0.001) 

except, between Chest and Shoulder (p = 0.250) and between 

Middle Side and real controller origin (p = 1.0). Chin and Shoulder 

were the origins with the fastest completion time at 1.737 sec (stdev 

= 0.663) and 1.798 sec (stdev = 0.698) respectively. Post-hoc tests 

showed significant differences between all reference frames (p < 

0.001), except between Body and View (p = 0.096).  Participants 

were fastest in View (1.826 sec, stdev = 0.708) followed by Body 

(1.854 sec, stdev = 0.713) and World (1.921 sec, stdev = 0.734). 

Selection errors – Results showed a main effect for origin (F4,56 = 

9.293, p = 0.001, η2
partial = 0.398) and reference frame (F2,28 = 7.307, 

p = 0.003, η2
partial = 0.342). There were no significant interaction 

effect for origin × reference frame (p =0.057). Post-hoc tests 

showed significant differences between all origins (p < 0.05), 

except between Chest and real controller (p = 1.0), between Chest 

and Shoulder (p = 1.0), between Chin and Shoulder (p = 0.096), 

and between Shoulder and real controller (p = 0.504). Chin and 

Shoulder were the origins with the lowest errors rate across all 

reference frames at 0.17 (stdev =0.455) and 0.21 (stdev =0.517) 

respectively. Post-hoc tests showed significant differences between 

all reference frames (p < 0.05). Participants recorded the least 

number of selection errors in Body (0.21, stdev = 0.499) followed 

by View (0.23 sec, stdev = 0.53) and World (0.26, stdev = 0.57). 

Borg RPE - Results did not show a main effect for origin (p = 0.091) 

or reference frame (p = 0.06). 

5.3 Discussion 
These results show that an origin near to the user’s chin seems to 

be the best choice, regardless of the reference frame. We observed 

significant differences for the View and Body reference frames, and 

an equivalence to other origins relatively close to the HMD (Chest 

and Shoulder) on the World reference frame. This finding supports 

our assumption that when content is close to the user, the relative 

distances between the origins are an important factor. The observed 

advantage of Chin over the other origins was not only in terms of 

completion time, but we also observed a low error rate; which tells 

us about the controllability of the GyroWand on a particular origin. 

Moreover, participants did not report any extra fatigue on the Chin, 

compared to other origins. From these results we recommend 

GyroWand to employ a location near the user’s Chin as the origin. 

An interesting observation is that raycasting from the actual 

controller location shows some of the worst performance metrics. 

It shows, together with Middle Side which tries to mimic it, the 

slowest completion time and higher error rate. This means that 

users actually struggle with selecting content within arm’s reach 

with a ray coming from their hands, even when they could 

accommodate the controller in a more convenient position. This is 

an important result which could have implications on the use of 

raycasting in other scenarios such as virtual environments. 

6. IMU-BASED DISAMBIGUATION 
Common approaches to disambiguating among potential targets 

when using raycasting include marking menus and the movement 

along the axis of the ray [9][11]. While the use of marking menus 

such as the Flower Ray [9] and similar approaches that spread out 

conflicting targets is an interesting direction, we are interested in 

approaches that do not require complementary user-interfaces. 

Moreover, moving the controller along the axis of the ray is not an 

option because our design goal is not to depend on external tracking 

mechanisms, and IMU-based estimations of spatial movement is 

still unreliable for the consumer-level IMUs included in off-the-

shelf devices. Therefore we focus our exploration on techniques 

that use IMU-based rotational movement and touch input.  

6.1 Lock and Drag (LD) 
Our first technique is Lock and Drag (LD) and is shown in Figure 

7. In LD the user directs the ray toward a set of objects including 

the object to select. Highlighted objects are shown in blue (light and 

dark), not highlighted objects are shown in gray. Putting the finger 

on the touchpad transitions GyroWand into the Disambiguation 

state: locking the ray and painting it green. As long as the finger 

presses the touchpad the ray position and orientation remain 

 
Figure 6. Quantitative results comparing different ray origins. 

The baseline condition of the actual controller location, 

equivalent to traditional raycasting.  
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unchanged. Initially, the object closest to the ray is the selection 

candidate, and colored dark blue. If the user does not remove the 

finger within a given Δt (<150 ms), the object closest to the ray 

origin becomes the selection candidate1. The user drags the finger 

in any direction away from the initial point of contact and after a 

set threshold (50px) the next object away from the origin becomes 

the selection candidate and turns dark blue, and the previous 

selection candidate turn light blue. Therefore, to select the first 

object on the ray path a simple tap + Δt is enough. Drag the finger 

one time the threshold to select the second object, two times the 

threshold to select the third, and so on. Dragging the finger back 

and closer to the point of contact moves the selection candidate 

back to the previous object. Selection is triggered when the user 

removes the finger from the touch pad (magenta in Figure 7).  

Locking can be a source of errors in itself. For example, the finger 

movement necessary to activate locking is often accompanied by 

hand rotation and sometimes full body movement. This small 

spatial and rotational displacement might cause the ray to lock at a 

different location and orientation by the time the lock is activated. 

This phenomenon is known as the Heisenberg effect [4] and has an 

equivalent manifestation when the user lifts the finger to confirm 

the selection. Our implementation corrects for Heisenberg effects 

by correcting the rotation and position of the ray to their respective 

values 50 milliseconds before locking the ray and triggering the 

selection event (we arrived to this number iteratively, further 

research is necessary for a more finely defined value). Nonetheless, 

even after correcting for Heisenberg effects, users might still 

activate the ray at the wrong position because of their manipulation 

of the controller or normal operational or perceptual errors. We 

minimized the possibility of unintentional locking by limiting the 

locking operation to situations in which the ray is actually 

intercepting an object and the intersection point with such object is 

inside the users’ field of view. Users can unlock the ray (out of 

                                                                 

1 GyroWand combines heuristic and manual disambiguation. 

Disambiguation and into the Active state) by issuing a TwistUp 

gesture (rotation on x at 130 degrees/second). 

Finally, our research device (Moverio BT-200) provides touchpad 

data as a mouse cursor, resulting in several challenges to take into 

account for the LD disambiguation technique. First, the defined 

threshold for switching the selection candidate is defined in display 

units (50px) instead of actual physical units of movement and thus 

subject to the Control-Display ratio provided by the manufacturer. 

This means that faster finger movements result in larger pixel 

movements, even if the actual finger displacement was shorter than 

a larger slower movement – making it harder for novel users to 

understand the functioning of the technique. We explain this issue 

to the experiment participants and demonstrated it during training. 

Another consequence of obtaining the touchpad data as a cursor is 

that its movement stops upon reaching the edges of the display, 

which means that if the user had been dragging his finger forward, 

the user might perceive the disambiguation as not-functioning 

when the cursor reaches the display edge. Therefore GyroWand 

provides an arrow on the display suggesting a finger dragging 

direction always away from the edges.  

6.2 Lock and Twist (LT) 
Our second disambiguation technique is Lock and Twist (LT) and 

is shown in Figure 8. Similar to [20], LT leverages the extra degree 

of freedom in wrist movement that is not normally used in our 

implementation of raycasting operations. Our implementation uses 

flexion rotation along the x axis, and ulnar and radial deviation for 

rotation along the y axis. LT leverages pronation and supination (a 

twist movement of the wrist) as an available degree of freedom. 

Similar to the previous technique, the user points the ray toward a 

set of objects including the selection target and moves into the 

Disambiguation state by placing the finger on the touchpad. Upon 

starting disambiguation, locking the ray, and waiting for a Δt (<150 

ms), the first object to encounter the ray is the selection candidate. 

The user changes the selection candidate by turning the wrist 

outwards (supination) by a given threshold. Based on [24] we 

implemented a linear segmentation of the available rotational space 

Figure 7. Lock&Drag. The finger down starts the 

disambiguation. Dragging the finger up and down refines the 

selection. Lift the finger to confirm the selection event.  

Objects not hovered in gray, objects hovered in light blue, 

selection candidate in dark blue, and selected object in 

magenta. Active ray is pink, disambiguation ray is green. 

Figure 8. Lock&Twist. The finger down starts the 

disambiguation. Supination refines the selection.  

Lift the finger to confirm the selection event. 
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at 4 spaces (60 degrees available for supination divided by a 15 

degrees threshold). The selection event is triggered when the user 

lifts the finger from the touchpad. Similar to LD, we handle 

Heisenberg effect by correcting location and orientation at 50 

milliseconds before the locking of the ray and the selection event.  

6.3 Autolock and Twist (AT) 
Our final disambiguation technique is Autolock and Twist (AT), or 

simply AutoTwist and it is presented in Figure 9. The difference 

between AT and LT is the way in which the GyroWand enters the 

Disambiguation state. In AT the user points the ray toward the set 

of objects including the selection target and issues a quick 

supination movement. After iterative testing we settled for a 

rotational change in the z axis of 7.5 degrees within 150 

milliseconds (50 deg/sec). Once the trigger twist is detected, the 

system corrects the ray’s orientation and position to those at the 

start of the movement. The system also corrects for Heisenberg 

effect at 100 ms before the final selection event.  

 

6.4 Experiment 2: Disambiguation 
In this experiment we investigated the efficiency of the designed 

raycasting disambiguation techniques in a 3D selection task. 

Apparatus – Similar to experiment 1, head registration for the 

Moverio BT-200 was provided by an external optical tracking 

system. In this case we used a Vicon Tracking system with 8 

cameras covering a cube of dimensions 2 (wide) x 2 (depth) x 2 

(height) meters. The middle of the cube was at 1 meter height from 

the floor. The system tracked the location and orientation of the 

smart glasses at 60 FPS and transmitted the data to the smart glasses 

via UDP over WiFi at 40 FPS (a 30% reduction due to networking 

overhead). The participants stood in the center of the tracking cube. 

Subjects – 12 participants (1 female) volunteered, ages 18-33 (mean 

26), all right handed. Four participants had previous experience 

with head-mounted displays, three had experience with virtual 

reality, and none had experience with raycasting. 

Task – For each condition participants had to sequentially select 45 

targets located behind 1, 2 or 3 wall obstacles (see Figure 10). In 

each selection, the participant had to disambiguate selection 

between the obstacles and the selection target. In the example 

shown in Figure 10 the target is located behind the third obstacle 

wall. All crossed objects are shown in light blue, the selection 

candidate is displayed in dark blue. To select the target (sphere) the 

participant has to disambiguate three times, skipping the three 

obstacle walls, before selecting the target. For all disambiguation 

techniques and the baseline (PC – point cursor, see below) selection 

is triggered upon releasing the finger from the touch pad. Upon 

selection the system highlights the target in magenta, and moves it 

to a new location in space. A line colored red-to-blue indicates the 

displacement to the new location, guiding the participant. This is 

an important consideration for situations when the selection target 

is relocated out of the current field of view. The task finished when 

the participant selected 45 targets. All targets were randomly 

positioned. A selection error was marked when selection was 

triggered on an object different than the current target.  

Design – Disambiguation technique was the independent variable. 

We used a within-subject design to compare user performance with 

each technique. We considered the three disambiguation techniques 

(LD, LT, and AT) and Point Cursor (PC) selection as a baseline 

(similar to the approach used in [9]). The number of obstacles (1, 2 

or 3) was a random variable with equal amounts of selections. 

We leveraged the results of experiment 1 and used the “chin” as 

origin. Participants were asked to hold the Moverio BT-200 

controller in their dominant hand. All rotational information was 

calculated using the internal IMU of the Moverio BT-200 

controller. For the point cursor we used the optical tracking system 

to determine the Moverio BT-200 controller location and 

orientation, so that its source was effectively located at the 

participant hand (this was done to provide a reliable baseline). The 

point cursor was located at a fixed length of 50 cm from the 

controller location and in the ray direction. For all disambiguation 

techniques except PC participants stood 50 cm in front of the first 

obstacle wall. For PC participants could walk freely in the space to 

be close enough to be able to select the target. At the start of each 

condition, the experimenter asked the participant to hold the 

controller in an initial and comfortable position; this position was 

set as the rotation baseline. 

The experimenter demonstrated the selection task with each 

disambiguation technique and participants were allowed to train for 

10 minutes. A minimum of 20 selections with each technique were 

required to complete the training session. The trials were counter-

balanced using a latin-square design on the 4 disambiguation 

mechanism. With a total of 4 conditions per participant and 45 

selections per condition, we registered 4x45 = 180 selections per 

participant or 2160 selections in total. All participants completed 

the experiment in one session lasting approximately 30 minutes.  

Measures – For each selection trial we recorded task completion 

time, disambiguation time (calculated as the time to complete the 

task minus last time of arrival), and selection errors. For each 

condition we collected Borg RPE ratings of physical exertion – a 

subjective scale aimed at helping users report the perceived 

required effort in performing a task [2]. 

Figure 9. Autolock &Twist. A quick twist starts the 

disambiguation. Supination refines the selection. A tap 

confirms the selection. 

Figure 10. Three obstacle walls and one target  

(better seen in color). 
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6.5 Results  
We removed outliers after 3 standard deviations of completion 

time. Figure 11 presents the results we analyzed using analysis of 

variance (ANOVA) and post-hoc tests with Bonferroni corrections. 

Completion time – Results showed a main effect for disambiguation 

mechanism (F3,33 = 13.431, p < 0.001, η2
partial = 0.550) and obstacles 

(F2,22 = 10.449, p = 0.001, η2
partial = 0.487). Results also showed an 

interaction effect between disambiguation mechanism × obstacles 

(F6,66 =3.225, p < 0.01, η2
partial = 0.225). Post-hoc tests showed 

significant differences between all mechanisms (p < 0.01). 

PointCursor was fastest at 4.044 sec (stdev = 1.931), followed by 

Lock&Twist at 4.851 sec (stdev = 1.963), Lock&Drag at 5.162 sec 

(stdev = 2.222) and AutoTwist at 5.691 sec (stdev = 2.432). Post-

hoc tests showed significant differences between all number of 

obstacles (p < 0.001) except between 1 and 2 obstacles (p = 0.243). 

Participants selected targets with 1 obstacle in 4.864 sec (stdev = 

2.127), against 2 in 4.822 sec (stdev = 2.194) and against 3 in 5.267 

sec (stdev = 2.3). 

Disambiguation time – Results showed a main effect for 

disambiguation mechanisms (F3,33 = 152.827, p < 0.001, η2
partial = 

0.933) and obstacles (F2,22 = 19.599, p < 0.001, η2
partial = 0.640). 

Results also showed an interaction effect between disambiguation 

mechanism × obstacles (F6,66 = 5.760, p < 0.001, η2
partial = 0.343). 

Post-hoc tests showed significant differences between all 

mechanisms (p < 0.001). AutoTwist disambiguation was fastest at 

2.144 sec (stdev = 0.859), followed by Lock&Twist at 2.516 sec 

(stdev = 0.796) and Lock&Drag at 2.789 sec (stdev = 1.173). 

PointCursor did not entail a disambiguation. Post-hoc tests showed 

significant differences between obstacles (p < 0.003). Participants 

disambiguated 1 obstacle in 1.841 sec (stdev = 1.049), 2 in 2.048 

sec (stdev = 1.215) and against 3 in 2.184 sec (stdev = 1.213). 

Selection errors – Results showed no main effect for disambi-

guation mechanism (p = 0.204) or obstacles (p = 0.298). Error rate 

was similar for all condition at 0.22 (stdev = 0.56). 

Borg RPE – A Friedman χ2 test did not show significant differences 

between disambiguation mechanisms (p = 0.06). 

6.6 Discussion  
The experimental results show that Lock&Twist is the mechanism 

which is in general fastest than the others without any particular 

extra effect on error rate or perceived physical exertion. This 

advantage was present even when AutoTwist presented a faster 

disambiguation time. We believe the overall advantage for 

Lock&Twist is because of the perceived difficulty participants 

encountered in the initial ray lock of the AutoTwist technique, even 

with the -100 ms time we used for handling Heisemberg effects. 

Logically, the PointCursor is even faster than Lock&Twist but it 

cannot be used in AR HMDs because of the need of tracking its 

spatial location, thus relying on external sensors. Nonetheless it 

serves as a good baseline (and hence why we included it in the 

study). With PointCursor, total selection time at around 4 sec, 

Lock&Twist adds 0.8 sec. This seems like a large amount of time, 

but considering that the user doesn’t have to move in space it 

appears to be a reasonable trade-off. 

Therefore, we recommend using Lock&Twist when the number of 

targets to disambiguate is small. This is because having to navigate 

through a large list of objects by twisting the arm does not scale 

well, leading the users to twist their arms to uncomfortable 

positions. A possibility to deal with scalability (or even motoric 

problems) is a disambiguation mechanism combining Lock&Twist 

and Lock&Drag. Allowing the user to switch to the more time-

consuming finger dragging navigation when the twist movement is 

inconvenient. 

7. LESSONS LEARNED 
Our studies highlight (a) the potential for using raycasting, even 

when full tracking is not available, as in outdoors environment; (b) 

the need to carefully select a raycasting origin; and (c) the ability 

to design suitable target disambiguation approaches even with an 

IMU sensor. From our results, we learn that: 

1) IMU sensing alone, is a suitably good approach for target 

selection in AR HMD platforms. In the absence of external 

tracking, as is the case with mobile environments, raycasting is only 

slightly less efficient than a fully-tracked solution. 

2) Raycasting using IMU data can originate at a location away from 

the controller (as when there is limited full-body tracking). An 

origin from the user’s chin is a good candidate. This is particularly 

important for close-by targets, as was tested in our study. Our 

results support Jota et al. [12] which found origins close to the eye 

to provide “good performance for both targeting and tracing tasks”. 

3) Using small hand rotations, particularly wrist pronation and 

supination, are good design options for disambiguating targets laid 

out in 3D. In combination, a mechanism to switch into a 

disambiguation mode, such as the Lock&Twist approach we took, 

provides a suitable balance to mitigate unwanted movement and 

precise selection. 

8. IMPLEMENTATION DETAILS 
We implemented GyroWand for the EPSON Moverio BT-200 in 

Unity 4.6 for Android 4.0. Tracking data captured by the optical 

tracking systems (OptiTrack and Vicon) was received by a Unity 

application running on a desktop computer. The data was passed to 

the Moverio BT-200 via UDP packages using Unity’s multiplayer 

gaming capabilities. To create the stereoscopic rendering in Unity 

we use the Stereoskopix FOV2GO Unity package created by the 

MxR group at the University of Southern California (USC). Our 

experiments were carried out in two places. Experiment 1 was 

performed using an OptiTrack system with 4 cameras. Experiment 

2 was carried using a Vicon tracking system with 8 cameras. 

   

    

Figure 11. Quantitative results the disambiguation techniques in 

selections with 1, 2 and 3 obstacles.  
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To determine rotational movement we evaluated both Android’s 

own orientation vector and Madgwick’s x-AHRS [6]. Contrary to 

[9] the Android implementation appeared more stable and less 

prone to drift. Nonetheless, the EPSON Moverio BT-200 platform 

we used seemed to have frequent problems of sensor malfunction 

which required re-starting the controller for the IMU to provide 

clean data. We observed this problem on several EPSON Moverio 

BT-200 units we tested. 

9. CONCLUSIONS AND FUTURE WORK 
We explore the possibility of using accessible inertial measurement 

unit (IMU) sensing to bring into mobile AR a common interface for 

interacting with objects in 3D. Since its first proposal, raycasting, a 

line projecting away from the user’s arm and into a scene, as an 

interface tool has witnessed numerous developments. Many of 

these rely on external tracking approaches, which are not readily 

available in mobile contexts for augmented reality applications on 

head-mounted displays. Instead, most commercially available 

devices are equipped with controllers that sense the relative 3D 

hand orientations using gyroscopes. We propose GyroWand, a 

raycasting interface for 3D object selection. In our design we 

address a number of challenges, such as identifying the source point 

of the ray and the ability to disambiguate the selection. GyroWand 

also uses a state machine to mitigate sensing and drift errors arising 

from such sensors, as well as involuntary 3D movements. Overall, 

our results suggest that raycasting can be adopted for AR HMDs. 

In future work, we will consider other disambiguating approaches, 

such as using a quadratic distribution function on the wrist tilt for 

more accurate disambiguation. We will also consider how such an 

approach affects interaction while on the move, an area less 

explored with raycasting solutions that have primarily been tested 

in indoor environments. We will also investigate how such an 

approach compares both in performance, as well as comfort, against 

natural user interfaces, that involve natural arm movements. 

Finally, we will explore the potential of such an approach, when the 

controller is miniaturized for ease of use, such as when the IMU is 

available on a ring-based device. 
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